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Introduction
This whitepaper illustrates how the power of Large Language Models (LLMs) can be used via Retrieval 
Augmented Generation systems (RAGs) to refine and systematise market insight extraction by gathering 
relevant information from datastores at inference time to enrich prompts. 

This framework facilitates diverse use cases including complex reasoning and relationship identification, 
trade signal extraction from news and investment reports, market sentiment modelling, topic and theme 
identification, report summarisation. Conceptually, LLMs function as reasoning tools and RAGs as the 
framework that processes the vast amounts of textual data into a Knowledge Retrieval System. 
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• Stock Market Today: Dow Jones Rises 
As GM Surges On Earnings Beat

• Tesla Earnings

• Next-Investor's Business Daily: 
New California bill would ban line 
skipping service

• Clear from airports in name of 
equity - Fox Business

• Dow Jones Futures: 
Nvidia Stock Rebounds

• Google, Microsoft, Meta, Tesla Set 
To Report - Investor's Business Daily

• JetBlue shares tumble 10% after 
airline lowers 2024 revenue 
outlook - CNBC

Such systems can use either pre trained open-source models entirely offline, or paywalled cloud 
infrastructure, affording users the capability to perform interactive financial analysis on their documents. 
Ideas can be easily prototyped locally, and then appropriate scaling solutions must undergo testing to 
meet firm-wide deployment security, compliance, and performance criteria requirements. 

Identified entities & themes from ‘live’ news feeds, visualised as a graph network
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Query local Investment reports/knowledge base to gain insight on a specific topic

{'What is the outlook for non-US bonds?’}

This paper covers the fundamental concepts of the RAG Workflow, including text representation through 
Embeddings and Chunking, Similarity Search, Sentiment Analysis, and the identification of Themes and 
Topics. Additionally, it illustrates particular examples where this technology can be applied effectively in 
trading scenario and analysis.

The custom RAG architecture leverages the capabilities of pre-trained open-source LLM models. It enables 
the system to process 'chunked' text data extracted from reports stored in a user's local directory. The 
model generates concise summaries, assesses sentiment and identifies thematic elements and topical 
tags. This preprocessing increases the retrieval accuracy of the RAG, such that the LLM Chat model has 
sufficient and correct data to answer a user’s query or automated prompt.
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CHUNKING
Split a document into ‘chunks’ 
of text whilst preserving local 
meaning and structure

SUMMARISE
LLM summariser model grasps 
the semantic context of each 
chunk to generate a high-level 
short summary

EMBEDDING
Transform summaries 
into a vector using an 
Embedding model

SENTIMENT ANALYSIS
LLM sentiment model returns 
a Label {positive, negative, 
neutral}  & Score for each 
summary text

RAG DATAFRAME (DB)
Local data store of all chunks 
& attributes 

QUERY EMBEDDING
Transform user query into a vector 
using the Embedding model

QUERY CONTEXT RETRIEVAL
Retrieve relevant chunks of 
text that will be needed by 
the LLM Chat Model to 
answer user's query. 
Attach context data to 
original query and pass onto 
LLM Chat Model

GENERATE LLM RESPONSE
A complex LLM chat model is 
PROMPTED to answer the users 
query based on the supplied 
CONTEXT data

THEME & TOPIC ID
A complex LLM chat model is 
PROMPTED to identify key 
THEMES and TOPICS of an 
economic context for each 
summary. These are returned 
as TAGS

?

LLM-RAG architecture

Why do we need a RAG?
Large Language Models (LLMs) are typically trained on a static dataset, which may not include the most 
current financial market data essential for market analysts. This gap in data can be bridged by Retrieval 
Augmented Generation (RAGs), which facilitates the querying of user-specific data through LLMs. 

RAGs allow for direct interaction with a range of textual data, including confidential and industry-specific 
text reports. Such reports may encompass investment analyses, voice audio transcripts, news headlines, 
broker chats, and internal communication logs, among others. This innovative approach allows investment 
professionals to not only stay on top of the market news and developments but also apply bespoke 
quantitative analysis as needed.
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Embeddings & similarity
In the realm of natural language processing, embedding models serve as a fundamental mechanism for 
converting words and sentences into tokens, which are subsequently mapped onto high-dimensional 
vectors. This process enables the representation of textual information in a numerical format that 
algorithms can efficiently process. The proximity of these vectors within the vector space is indicative of the 
semantic similarity between the corresponding words or sentences. 

To quantify this proximity, the cosine similarity metric is employed, producing a value between -1 to 1. A value 
of zero denotes a lack of similarity, one signifies a high degree of similarity, and -1 indicates that the meanings 
are diametrically opposed. The efficacy of an LLM-RAG system greatly depends on selecting the embedding 
model and similarity measure. Embedding vectors are instrumental in pinpointing the data required to 
answer a user's inquiry. This ‘Augmented User Query’ is subsequently relayed to an LLM Chat model.

{'The FED will hike rates’, 'The FED will cut rates’, 'There are too many marvel movies’}

EMBEDDING MODEL
Sentence Transformer model 
'all-MiniLM-L6-v2’
Returns a vector of length 384 
for each sentence

COSINE SIMILARITY
Cosine Similarity values between the embedding 
vectors of the three sentences is a measure of 
‘similarity’ between the sentences

 1.00 0.81 0.03 
 0.81 1.00 0.02
 0.03 0.02 1.00

From 384 Dimensions -> PCA 
- > 2 Dimensions
To visualise the underlying 
concept, we project the 
‘384-dimensional’ vectors into 
2D space.
The plot shows the first two 
sentences share the same 
thematic component (PC1 axis) 
but are on opposite directions 
(PC2 axis). The third sentence 
as we expect, does not have 
anything in common with the 
first two.
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A user query demonstration
Here we give a bit more detail behind the processing of a user query on a local collection of reports. The 
LLM-RAG model was fed the following investment reports:

PIMCO_Cyclical_Outlook_Wilding_Balls_Apr2024.pdf 
https://europe.pimco.com/en-eu/insights/economic-and-market-commentary/cyclical-outlook/diverging-markets-diversified-portfolios

black-rock-systematic-fixed-income-outlook-spring-2024.pdf 
https://www.blackrock.com/us/individual/literature/whitepaper/systematic-fixed-income-outlook-spring-2024.pdf

After processing the documents, the system was prompted to answer a rudimentary question: ‘What is 
the outlook for non-US bonds?’ The system first ‘Retrieves’ paragraphs from the reports that are relevant 
and then passes the ‘Augmented’ prompt (original query along with this data) to the LLM chat model to 
generate the answer:

?

LLM ‘AUGMENTATION 
& GENERATION’
The MISTRAL-7B-Instruct-v0.2 
model receives AUGMENTED 
PROMPT of the format*:
[INST] {user query}: {context} 
</INST>
And generates the 
following output

QUERY CONTEXT ‘RETRIEVAL’
The model is set to retrieve the 
top 5 chunks whose summary 
embeddings are the most 
‘similar’ to the query embedding. 
These are pieces of text from the 
reports that the model deems 
relevant for the LLM CHAT 
model to answer the 
user's question

{'What is the outlook for non-US bonds?’}
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Prompt engineering and signal generation
With prompt engineering we can use LLM models to extract specific information in the desired format. 
A sample prompt is shown for the MISTRAL 7B INSTRUCT model to identify ‘topics’ and ‘themes’ (tags) 
and return them as a ‘list’ for the RAG system. These are stored alongside each chunked text, summary, 
embedding and sentiment data.

"Prompting" automates the extraction of specific information from vast text sources. This, for example, 
could be focused on specific macro or geopolitical events such as central bank activity, treasury auctions 
and schedules, government spending announcements, local and general elections. It could also include 
sentiment tracking around key economic releases, identification of major disruption events etc. 

By carefully paring source data inputs to ‘Engineered Prompts’ analysts can create sophisticated signals 
to systematically track and capture key financial information that may otherwise be obscured by the sheer 
volume of textual data. These signals could be incorporated into analysts’ trading and research models to 
augment trade formulation/decision-making process or into systematic strategies.

THEMES and TOPICS TAG GENERATION PROMPT
user_prompt = "You are a macro economic analyst identifying the key themes and topics that impact
the global financial markets and asset prices. Your task is to identify ALL themes and Topics that a paragraph of text 
is referring to.
You will return a list of all identified THEMES and TOPICS in a python list format: [text1, text2, text3, ..]
DO NOT ADD ANY OTHER INFORMATION OR SUMMARIES OR ANALYSIS.
The paragraph is as follows"

SENTIMENT ANALYSIS
LLM sentiment model returns a Label {positive, negative, neutral}  & Score for each summary text

Sample prompts and sentiment models

Create sophisticated signals to systematically track and capture 
key financial information that may otherwise be obscured by the 
sheer volume of textual data. 
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This highlights the need for API access to high quality and relevent market news feeds, the ability to 
process reports in different formats, and capture unstructured text information in broker and internal chats. 
By carfully timestamping processed data the system can track how these signals evolve over time, allowing 
for more complex modelling of economic states, sentiment etc. 

Dynamic market sentiment models can be tailored to individual markets by focusing data feeds towards 
specific sector, credit, or instruments. This allows traders/analysts to identify key events, regime shifts and 
adjust their strategies dynamically. 

The following prompt was used to identify Entities and Themes from news headlines. The output was then 
passed into a graph network visualisation model to generate the plot on the news cover story:

ENTITY and THEMES PROMPT
user_prompt = "From the supplied headline text, extract the following Entities & Corresponding Themes, 
Topics or Sentiment relating to that entity described in the mentioned format 

0. ALWAYS FINISH THE OUTPUT. Never send partial responses

1. First, look for these Entity types in the text and generate as comma-separated format.
    Entity Types:
    - Companies (e.g., Apple, Google)
    - Financial instruments (e.g., stocks, bonds, commodities)
    - Economic indicators (e.g., GDP, unemployment rate)
    - Geographical locations (e.g., US, China, Europe)
    - People (e.g., CEOs, government officials)
    - Events (e.g., earnings release, policy changes)
    `id` property of each entity must be alphanumeric and must be unique among the entities. You will be
    referring this property to retrieve later. Do not create new entity types that aren't mentioned below. You will
    have to generate as many entities as needed as per the types below:
    label: ‘Category` //categorize the entity (Company, Financial Instrument, Economic indicator). 
    
2. Next generate a summary topic, action, or theme that the headline is referring for this specific entity.
    Avoid repeating theme types for the same entity, so Earnings and Earnings release are the same theme, 
    so only one should be used.
    Keep the themes as consistent as possible, so if you use Earnings, use Earnings for all similar headlines.
    Theme: `Theme` //the theme or topic of the headline

3. The output should look like :
    {
    "entities": [{"name": string, "theme": string, "category": string, "id": string}],
    }"

Dynamic market sentiment models can be tailored to individual 
markets by focusing data feeds towards specific sector, credit, 
or instruments. 
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Sentiment, topic, and theme detection signals can be added to existing market state models, which 
traditionally relied on timeseries feeds such as price and volume data. Adding these additional signals can 
improve the classification of market states, thereby improving market risk management frameworks and 
trade execution systems.

It is important to note that multiple ‘pipes’ could be running simultaneously to monitor a wide variety of targets. 
Indeed, taking an ensemble approach is likely to increase the performance and reliability of each signal.

Open-source models and workflows are relatively straightforward to implement on consumer level 
workstations and are considered a low-cost barrier to start prototyping and testing ideas and workflows. 
However, for large scale production-level deployment, appropriate computing resources either onsite or on 
the cloud would be necessary. Nevertheless, the local model workflow could easily be scaled as needed.

Custom LLM-RAG app: market sentiment modelling

DATA PROCESSING ENGINE
Realtime ingest and 
processing of reports via ‘RAG 
WORKFLOW’: 
{chunking, embedding, 
generating custom tags, using 
LLM models}

MARKET SENTIMENT & 
STATE PROMPTS 
An array of automated 
prompts running in parallel 
scanning for: 
{sentiment, chatter activity, 
shift in views…} 
on predefined topics:
{inflation expectations, curve 
shape, positioning, issuance, 
flows …} 
and identification of outlier 
events, topics that need 
analyst attention

RAG DATABASE
Storage of processed data 
& signals

REALTIME DASHBOARDS 
Analysts can track specific topics 
and their evolution to help with 
trade formulation and risk 
management or feed signals 
into systematic strategies

Realtime News Feeds: Reuters, 
BBG, CNN, MSNBC, FT, WSJ, 
TWITTER, LinkedIn etc

Realtime Chats: Broker chats 
with analysts & Internal Chats

Significant Market Entities: 
Central Banks, Treasury, Debt 
Management Office, 
Government Bodies, Credit 
Rating Agencies etc

Analyst Reports: Internal, 
Banks, Brokers, Asset 
Management and Investment 
Firms, Political Analysts and 
Think Tanks

REFINEMENT ANALYSIS & 
MODEL BUILDING 
Data can be incorporated into 
existing economic and machine 
learning models.
Iterative analysis & feedback 
may be used to add more 
prompts, additional data feeds 
and trading strategy specific 
pipelines
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Driving competitive edge through  
advanced technology
Technology has always been an important part of finance. Frontier technologies like APIs, data science, 
AI, and machine learning are radically transforming the way firms operate. As firms continue to navigate a 
volatile market landscape, it is crucial for them to prioritise the adoption of new technology that can help 
them react to disruptive competitors, meet higher customer expectations, and reduce costs. Technology is 
often the edge that gives firms a competitive advantage.

Quantifi’s philosophy is to leverage standard, robust technologies and benefit from the significant 
innovation occurring in technology. Unlike systems saddled with years of legacy code, Quantifi is designed 
from the ground up using the latest, most advanced technology and design patterns to ensure optimal 
performance. This approach gives clients significant advantages in performance, scalability, usability, and 
ease of support. It also has a major impact on Quantifi’s ability to rapidly turn around enhancements and 
new features.

Sentiment, topic, and theme detection signals can be 
added to existing market state models, which traditionally 
relied on timeseries feeds such as price and volume data. 



Quantifi is a provider of risk, analytics and trading solutions. Our award-winning suite of integrated 
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