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Giving Tools to Al Agents

An Al model is a brilliant brain without hands. It can reason, but it cannot query your
database, push a commit, or ping a teammate. Giving it agency requires a bridge between its
reasoning and the outside world. That bridge is built in three distinct layers, each answering a
different question:

1. Direct Scripting (CLI). The Al writes and executes Python scripts or shell commands on
the fly. Maximum flexibility, zero setup, but every call spawns and kills a fresh process and raw
output is unstructured noise the LLM must parse.

2. Standardized Protocols (MCP). The Al talks to a persistent background server over typed
JSON-RPC. Fast, portable across every MCP-compliant client, and schema-safe, but overkill
for a script you are still rewriting every ten minutes.

3. System Prompt Configuration. Before either tool is ever called, the agent is handed its
operating instructions (persona, workflows, and tool-use rules) via a system prompt or
project file. This shapes when and why tools are invoked, not just how.
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Boundary Design: Infrastructure vs. Action Logic
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The dividing line is simple: is the system you
are connecting to a Static Piece of
Infrastructure or Iterative Logic that you are
constantly rewriting?
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The wrapper script absorbs raw UCI noise and
emits a clean, ranked telemetry block, so there
is zero token overhead for the LLM to parse it
Changing analysis depth or MultiPV count takes
one line of Python, not a schema version bump
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the iteration loop tight: edit the file, re-run, read
the output. The CLI approach is not a
workaround here; it is the correct tool for work

that is still being invented.

Inside the Wire: Protocol Payloads

This cornparison shows the type-safe JSON-RPC format used by MCP alongside the formatted output of a well-written CLI wrapper. The key
insight is that raw CLI stdout is genuinely chaotic, but a wrapper script that absorbs that noise and emits a structured block eliminates the
problem without requiring a full MCP server.

1. MCP REQUEST SCHEMA 2. MCP RESPONSE PAYLOAD
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WRAPPED CLI QUTPUT (STOCKFISH_CHECK.PY)

——- Stockfish 18 Deep Telemetry -——

Rank 1 (Depth 25) [+8.45]: e2e4 d7d5 c2c4
Rank 2 (Depth 25) [+8.20]: d2d4 d7d5 c2c4
Rank 3 (Depth 25) [+8.05]: g1f3 d7d5 d2d4

"jsonrpc®: "2.0",
"method”: "tools/call",

"params": {

"isonrpe": 2.8,
"result": {
"content": [

"name": "best_move", {
"arguments'

“fen": "rilbgkbnr/pppplp..."

“"type": "text", Engine Conclusion: bestmove e2e4 ponder e7eb

"“{\"bestmove\": \"e2e4\"}"

C
"id": 1842
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with zero parsing

Structured JSON response protecting the parsing overhead. Raw stdout without a wrapper is chaotic; the

requires. engine from formatting crashes. wrapper script is precisely the solution.

Head-lo-Head Architectural Comparison

FEATURE DIMENSION LEGACY BASH / CLI LOOP PERSISTENT MCP SERVER

Ephemeral; process boots, runs, and terminates on every sequential
tool call.

. Persistent daemon; initialized once at runtime and
Process Lifecycle i .
remains active in RAM.

Communication Unstructured text streams (stdout/stderr). Requires custom parsing Strongly-typed, structured JSON-RPC 2.0
Model logic inside LLM text loop. communication protocol.

High for raw CLI: prompts must explain syntax flags and ocutput Extremely low; client discovers tool schemas
Prompt Overhead formats. Reduced significantly when a wrapper script produces dynamically via JSON-RPC and needs no

clean, structured output the LLM can read directly. handholding in the system prompt.
Ecosystem Non-portable; locked strictly to applications that permit direct Universally plug-and-play across any MCP-
Portability terminal execution pipelines. compliant platform (Cursor, Zed, Claude Desktop).

A Third Layer: The S

tem Prompt as Configuration Tool

Both the CLI and MCP approaches focus on how an agent calls external software. But there is a prior layer that is often overlooked: how the
agent itself is configured before it ever makes a tool call. A system prompt (or a project-scoped instruction file like CLAUDE.md ) is itself a
form of tool-giving. It hands the Al its operating persona, behavioral constraints, multi-step workflows, and domain-specific heuristics at
session start.

CASE STUDY: THE CHESS COACH ARCHITECTURE (CLAUDE.MD)



1. PERSONA & COACHING PHILOSOPHY

The prompt defines an elite, candid
Grandmaster Coach persona that refuses to
reveal engine evaluations until the student
has worked through a structured diagnostic
process. The Al is constrained to act as a
Socratic interrogator, not a lookup engine.
Tone, vocabulary, and feedback style are all
specified

2. THE 4-STEP DIAGNOSTIC LOOP

The prompt hardwires a sequential coaching
workflow: Position Diagnosis — Piece Audit
— Candidate Selection — Calculation &
Verdict. The Al is instructed to refuse to
advance until the student provides a
substantive, reasoned answer at each gate
Procedural workflow encoded directly in
natural language.

THE UNIQUE PATTERN: TOOL AS SILENT AUDITOR

The chess coaching agent uses a CLAUDE.md file injected at session start to wire three distinct behavioral layers simultaneously:

3. CONTINUQUS TOOL AUDITING

The prompt instructs the Al to invoke
stockfish_check.py silently onevery
student claim across all four steps, not just
at the final reveal. MultiPV evaluations
become an invisible lie detector. The tool
call is triggered by student input, not just by

task completion.

Most agentic systems call a tool to produce an output: fetch a record, run a query, send a message. The chess coach inverts

this. Stockfish is called to validate or refute what the student just said. The Al reads MultiPV lines and numerical evaluations

(+B.45, -1.28 ) as ground truth and uses that data to challenge the student's reasoning, without ever surfacing the engine

output directly. The tool is a cross-examiner, not a lookup service.

The architectural implication: what you put in a system prompt determines not just what tools are called, but when, why, and

what is done with the result. CL|, MCP, and system prompt configuration are not competing alternatives; they are distinct layers

of the same stack.
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