
What a trained model actually looks like inside
Google's Gemma 7B holds 8.5 billion numbers. This is what they actually look like, and

what they reveal about how the model is built.

8.54B 28 3 9%

01 What can be learned from looking inside the model

02 Architecture map: the one block, repeated 28 times

03 Parameter budget: where the numbers actually live

04 The fingerprint: which layers are actually different

05 Depth trends: how roles evolve from layer 0 to layer 27

06 Distribution shape: the zero-crater under quantization

07 Drill-down: inside a single weight matrix

08 Generalizing across other models

What can be learned from looking inside the model?

When people talk about an AI model, they usually mean what it can do,

not what it is. But underneath the conversation, a model like

gemma:7b is a file on disk containing 8.5 billion numbers, organized

into a repeating structure and arrived at entirely through training on

data, not hand-written by an engineer. Nobody sat down and decided

what any individual number should be. Popping the hood and looking

directly at that file is simply satisfying curiosity: how is it organized,

where do the numbers live, and what do they actually look like, layer

by layer.

Looking with fresh eyes at one real, specific model, instead of a

diagram in a textbook, and measuring rather than assuming, turns up

some genuine surprises, several of which cut against common

intuition.

Three surprises ahead

The first layer is by far the strangest one in the

model, but the last layer, often assumed to be

special, is one of the more ordinary ones.

About one in eight numbers in the model's

weight matrices isn't really a trained value at all,

it's a compression artifact sitting at exactly zero.

The tiniest part of the model by parameter count

changes the most from layer to layer, far more

than the massive matrices around it.

Architecture map

Tokens (chunks of text) enter at the top, pass through the same block of processing steps 28 times in a row, then exit as a prediction

at the bottom. Almost all of the model's bulk is this one block, copy-pasted; the interesting variation lives in the specific numbers
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individual numbers

(parameters) that make up

the model, counted exactly:

8,537,680,896

identical processing layers

stacked on top of each other

different levels of precision

used within the same file

of the model's size saved by

one clever shortcut alone
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01

A trained AI model is not code someone wrote. It's billions of plain numbers, arrived at by training, that nobody directly

designed.
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What is this thing actually made of?

each copy learned, which is what the rest of this report is about.

token_embd: turns each word or token into a list of numbers

attention: lets the model weigh earlier words against each other

normalization: keeps values in a stable range between steps

feed-forward network: where most of the model's capacity sits

final normalization

output: reuses the same table as token_embd, run in reverse

The feed-forward network is the biggest piece by far: each of its three matrices is roughly 6× larger than a single attention matrix

(75.5M vs 12.6M numbers). It's the part of the model people talk about least, and where most of it physically lives.

The normalization vectors are almost nothing in size, just a few thousand numbers against tens of millions elsewhere, yet they

turn out to have the most dramatic behavior of anything in the model (see sections 04 and 05).

The final output step doesn't get its own separate table of numbers; it reuses the same lookup table from the very first step, run in

reverse. That single shortcut saves 786 million numbers, about 9% of the entire model's size.

Parameter budget

Storage precision is spent unevenly, on purpose. Some numbers are stored with more care than others, because errors in some

places hurt the model's output far more than errors in others. Every figure and chart below is the model's own real, measured data.

Feed-forward · 74.3% Attention · 16.5% 9.2%

Feed-forward network: 6.34B params Attention: 1.41B params Embedding: 786M params

Normalization: 175K params (0.002%, too small to see)

token_embd 6.56 (Q6_K)

attn_q 4.50 (Q4_0)

attn_k 4.50 (Q4_0)

attn_v 4.50 (Q4_0)

attn_output 4.50 (Q4_0)

ffn_gate/up/down 4.50 (Q4_0)

norms 32.0 (F32)

ffn_gate 23.8%

ffn_up 23.8%

ffn_down 23.8%

token_embd 12.9%

attn_q/k/v/output 4.0% each

norms 0.0%

The feed-forward network dominates parameter count at nearly 3× the entire attention mechanism combined. The part of a

transformer people talk about least is where most of it physically lives.

Google's compression choices for this model spend precision where errors would hurt the most: the word lookup table

( token_embd ) is kept at a noticeably higher 6.56 bits per number, the ordinary attention and feed-forward matrices are

compressed to 4.50 bits, and the normalization numbers are left completely uncompressed at full 32-bit precision.

Because of that uneven precision, a role's share of the model's parameter count is not the same as its share of the model's file size

on disk: token_embd  holds 9.2% of the parameters but 12.9% of the bytes, because it is stored more carefully than everything

around it.

vocab × hidden

↓ the same block, repeated 28 times ↓

q · k · v · output

tiny, but outsized influence

gate · up · down

↑ repeats ↑

0 extra parameters
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Of 8.5 billion numbers, where do they actually live, and how carefully is each one stored?

WHERE THE 8 .54B PAR AMETERS ACTUALLY SIT

Three-quarters of every parameter in this model is feed-forward network, the part discussed least when people describe how these models work.

BITS STORED PER NUMBER,  BY ROLE SHARE OF THE FILE 'S  BY TES,  BY ROLE

04



The fingerprint

No. The architecture is perfectly uniform, but training breaks that symmetry: some layers end up looking quite different from the

rest, and not in the place most people would guess. Layer 0, the very first, is by far the most unusual layer in the model, roughly

twice as far from typical as any other layer, likely because it sits directly against raw token input and has to do something different

from everything above it. The last layer, by contrast, is fairly ordinary: it ranks only 11th most unusual out of 28. The next most

distinctive layers after the first sit in the middle of the stack, around layers 14–16, a useful correction to the common assumption

that "the edges are where the interesting stuff happens."

And the unevenness isn't spread equally across the different parts of each layer either. The tiny normalization numbers vary far

more from layer to layer than the big weight matrices do, about 5× more, despite being a negligible share of the model's overall size.

If any single part of this model was going to tell you "something changed here," it's the normalization numbers, not the big matrices.

The 28 layers are built identically. Do they end up looking the same after training?

EVERY L AYER ×  EVERY ROLE,  REAL DATA:  HOW FAR EACH IS  FROM THAT ROLE'S  OWN T YPICAL SPREAD
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Real measured data: each cell is one role's weight spread at one layer, divided by

that role's own median across all 28 layers (hover a cell for its exact value). Darker

means further from typical. Row 0 = layer 0, row 27 = last layer; column labels run

vertically above the grid. The attn_norm  column lights up dramatically in the

middle rows (14–16) and at layer 0, exactly the pattern described above.

normalization
varies

≈48%

weight

matrices

varies

≈10%

Depth trends

Every weight matrix, at every depth, forms a bell-shaped curve centred on zero. Nothing about the model's design forces that

shape; it's simply what training tends to produce. Here is that curve itself, at four different depths of the same role ( attn_q ), real

sampled weights, same scale throughout:

attn_q attn_v

7–11×

how much larger the single largest number in any weight

matrix is compared to that matrix's typical spread, in

every matrix in the model. These are genuine outlier

values, far more extreme than a smooth bell curve would

predict, and they're the central reason compressing these

models well is hard.

−78%

how much the normalization numbers' spread shrinks

from the shallowest to the deepest layer. They're a

different species entirely: always positive, centred around

2 to 3 rather than 0, and the single most dynamic thing

that changes with depth in this model.

Distribution shape: where the compression went
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As you move from the first layer to the last, do the numbers stay the same kind of numbers?

layer 0 layer 9 layer 18 layer 27

Real histograms of attn_q  weights at four depths (all sampled from the actual

model, same y-scale). Each keeps the same bell shape and the same central

quantizer spike (dark bar); only the width changes with depth, exactly the +7%

widening described below.

FOUR REAL STATISTICS,  ALL 28  L AYERS,  ATTN_Q VS ATTN_V

std — overall weight scale max |w| — largest single weight

% exactly zero excess kurtosis — tail heaviness

Real measured statistics at each of the 28 layers, left = layer 0, right = layer 27, each

panel scaled to its own min/max. The spike in attn_q 's max|w| and kurtosis

around layer 11 is a single unusually heavy-tailed layer, not a trend.

06

What does compressing a model down to 4 bits per number actually do to it?



About 12.8% of the numbers in one representative weight matrix sit at exactly zero, a spike more than three times taller than the

underlying curve's own natural peak. That's not something the trained model itself produced; it's an artifact of compression. Here is

that matrix's actual histogram, 258,000 real sampled weights, binned:

47,624

0

-0.026 0 +0.026
weight value

The compression scheme rounds every number that was already close to zero all the way down to exactly zero, hollowing out the

neighbourhood right around the curve's true peak and leaving the area just beside it nearly empty. A compressed model isn't really a

smooth curve of values at all, it's a comb of a limited set of allowed values; it only looks smooth at a glance because each small block

of numbers gets its own separate scaling factor, blending many combs together into what looks like one continuous shape.

Drill-down: inside a single weight matrix

Two real views of the same weight matrix, axes labelled directly on each chart.
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In some matrices, specific rows or columns consistently carry larger numbers than the rest, a structural pattern rather than

random noise. These are the "outlier channels" that make compressing a model well so difficult: you can't just treat every number

the same way when a few specific positions are reliably more extreme.

Other matrices show no such pattern at all: uniformly unremarkable everywhere, no bright rows or columns.

The word lookup table looks different from an ordinary weight matrix when viewed this way; it genuinely is a different kind of

object, built by looking up rows rather than by combining numbers together.

Generalizing across other models

The dark bar at zero is the quantizer's spike; the grey bars either side are the

crater it hollowed out.

07

Zooming into one matrix specifically: what does it look like value by value, and position by position?

Distribution — count of weights, normal scale

Dark bar = quantizer's spike; grey bars = the crater it hollowed out.

Tail — same weights, count on a log scale

A gradual thinning tail, not a hard cutoff: rare but real outlier weights.

AVER AGE WEIGHT SIZE,  ROW BY ROW (REAL DATA,  220 OUTPUT ROWS)

The dark bar (rows 72–75) runs over 2× higher than typical: an "outlier channel"

that makes compressing this matrix evenly harder.
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The same read-the-real-file approach was run on three models that genuinely disagree with each other in how they're built, in how

they're compressed, and even in what their internal pieces are named.

MODEL DESIGN FAMILY SIZE WHAT'S DIFFERENT ABOUT IT

gemma:7b gemma 8.54B output reuses the input lookup table · two precision levels

qwen2.5-coder:32b qwen2 32.76B has its own separate output table · different precision level

nomic-embed-text nomic-bert 0.14B fuses three attention pieces into one · unusual naming

One mistake very nearly slipped through while testing this: two of these models attach a small secondary number (a "bias") to some

of their matrices, on a wildly different scale, roughly 50× smaller, than the matrix itself. Averaging the two together by accident

produces a plausible-looking but meaningless result. They're now always kept and reported separately.

Is any of this specific to gemma, or does it hold more generally?

Curated by Ansar Ali



Appendix I : Inspecting a 5 GB model file
without ever loading it
A model file holds several gigabytes of compressed numbers, far too many to unpack just to look

at them. So the tool decodes only small samples scattered through each tensor rather than the

whole file, which still describes the weights to within about 2%. Results are then cached, so the

slow pass happens once per model, and every structural detail is read from the file rather than

assumed, because no two architectures agree.

254 ~2% 66× 3

Two hard rules

Never load the whole model Never assume architecture

From file to report

Model file on disk
compressed weight blob · 0.25 to 18 GB

CHEAP EXPENSIVE

Read tensor headers
shape · precision · role · architecture

no weight data touched at all

Decode sampled blocks
contiguous windows spread through each tensor

~0.13 M of up to 786 M weights

Structure
exact parameter count, summed from real shapes

bits per weight, derived per tensor

no formulas, no estimates

Weight statistics
spread · tails · extremes · zero fraction

nine measures for every tensor

written to a fingerprint-keyed cache

REUSED ON RERUN

Six views, whole model down to one matrix
skeleton · budget · fingerprint · depth trends · distributions · single tensor

Self-contained report
one file · interactive · no server, no kernel

LOCAL AI  MODEL VISUALIZER   ·    TECHNICAL BUILD

tensors catalogued

individually, from file headers

alone

statistical error against

decoding every single weight

gap between cold and warm

disk on an identical sweep

deliberately dissimilar

architectures verified end to

end

01  ·  CONSTR AINTS

Never load the file, and derive rather than assume.

A 5 GB blob, or 18 GB for the largest model tested, cannot be

decompressed into memory for a quick inspection. Structure is

taken from tensor headers alone, and weights are sampled in

windows. No full tensor is ever materialised unless explicitly

requested, which is what keeps a 32-billion-parameter model as

quick to inspect as a small one.

Tensor naming, precision, head width, vocabulary size and whether

an output layer exists at all differ between architectures. Each is

read from the file at runtime. Hardcoding any of them yields output

that is plausible and wrong, which is the most expensive kind of bug

to find.

02 ·  PROCESS

Structure and weights travel separate paths, and only one of them is expensive.

Block-windowed dequantization

Quantized weights are not stored individually. They arrive in fixed-size

blocks, each carrying its own scale factor. A Q4_0 block packs 32 weights

into 18 bytes. That block structure is the lever: any single block can be

decoded without touching its neighbours.

Sampling individual weights spread evenly across a tensor would touch

thousands of scattered pages and force most of the file into memory.

Instead, several dozen contiguous windows of whole blocks are read at

even intervals. Coverage spans the tensor's full extent, but the access

pattern is a few dozen sequential reads rather than thousands of random

ones.

Accuracy was checked against fully decoding entire tensors: standard

deviation lands within 1.8% to 2.1%, mean absolute magnitude within 1%

to 2%.

# 32 weights per 18-byte block: decode windows, never scattered singles

elems_per_block, bytes_per_block = block_geometry[precision]

total_blocks     = raw.size // bytes_per_block

blocks_needed    = ceil(target_samples / elems_per_block)

blocks_per_window = max(1, blocks_needed // window_count)

starts = evenly_spaced(0, total_blocks - blocks_per_window, window_count)

windows = [raw[s : s + blocks_per_window] for s in starts]

return decode(concatenate(windows), precision)

TYPE WEIGHTS BYTES BITS/WT

Q4_0 32 18 4.50

Q4_K 256 144 4.50

Q6_K 256 210 6.56

F16 1 2 16.0

F32 1 4 32.0

Cold disk is the only real cost

A model's first full sweep is disk-bound, not CPU-bound. Sampling all 254

tensors of an 8.5-billion-parameter model took roughly 139 seconds from

cold. With the operating system's page cache warm, the identical sweep

completed in 2.1 seconds, a 66× difference attributable entirely to I/O. A

single warm tensor resamples in 6 milliseconds.

This has a sharp measurement consequence: benchmarking against a

warm cache overstates throughput by nearly two orders of magnitude

and misrepresents the only figure a user experiences, which is the first

run.

Statistics are cached to a sidecar file keyed on the blob's content

fingerprint together with the sampling budget, so the expensive path runs

once per model. A different model, or a different budget, produces a

different key and recomputes, so a stale cache cannot be silently reused.

Cold disk

Warm page cache

Cache hit

MODEL TENSORS PARAMETERS

nomic-embed-text 112 0.14 B

gemma:7b 254 8.54 B

qwen2.5-coder:32b 771 32.76 B

The split is the important part. Everything on the left is header arithmetic and

completes instantly, so structural analysis of a 32-billion-parameter model is as fast as a

small one. Only the right-hand path reads compressed data, and its cost is paid once

per model.

03 ·  CORE TECHNIQUE

Characterising 786 million weights by decoding a fraction of them.

ACCESS PATTERN

decoded never touched

BLOCK GEOMETRY,  BY PRECISION

Uncompressed tensors arrive already typed, so the decision

branches on the array's dtype rather than on the precision

label.

04 ·  PERFORMANCE

Where the time actually goes.

IDENTICAL SWEEP,  254  TENSORS

139 s

2.1 s

0.02 s

Linear scale, deliberately. It is the honest picture.

SCALE VERIFIED

The sampling budget scales with model size, keeping the largest

interactive.

05 ·  DESIGN RULE



Derive everything, assume nothing

Metadata keys are constructed from the architecture the file declares about itself. Tensor roles

are parsed out of real tensor names rather than matched against a fixed list, so an unrecognised

role is catalogued instead of rejected, which is why a fused attention tensor required no special

case. Structural facts come from real shapes.

GEMMA QWEN2 NOMIC-BERT

Output layer tied to embedding separate tensor tied to embedding

Attention layout Q/K/V split Q/K/V split, plus biases single fused tensor

Norm naming one convention same convention two different names

Precision mix Q4_0 / Q6_K / F32 Q4_K / Q6_K / F32 F16 / F32

Head dimension 256 128 64

Head width is not a division Stored layout is transposed

Three architectures disagree on nearly every structural detail.

The obvious arithmetic, hidden size divided by head count, gives 192

for Gemma 7B. The real value is 256. It is read from the query

projection's actual shape and cross-checked against declared

metadata. Trusting the division understates the model's attention

parameters and, combined with two further wrong assumptions,

puts the textbook parameter formula 16.6% out.

A tensor declaring shape [3072, 4096]  has backing data arranged

as (4096, 1728) . The first declared dimension is the contiguous

one, and the byte width reflects compression. Knowing this is what

makes the spatial magnitude view affordable: rows can be sliced

directly instead of decoding the whole matrix.

Local AI Model Visualizer

Structural and statistical analysis of local GGUF models.

Python GGUF NumPy pandas Plotly Jupyter Ollama
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Measured on gemma:7b

Verified across gemma · qwen2 · nomic-bert
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